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Highlights: 

- Historical CCTV data with YOLOv5 extracts vehicle type, size, and counts for complex urban roads. 

- LSTM and GRU learn temporal patterns of vehicle dimensions to predict future traffic density. 

- GRU is better suited for systems that require rapid prediction while LSTM remains relevant if long-term learning 

stability and consistency are a priority. 

 

Abstract: The problem of traffic congestion in urban areas requires adaptive and data-based 

predictive solutions. This study aims to develop vehicle density detection and prediction 

patterns based on historical visual data by integrating YOLOv5 object detection algorithms and 

sequential neural network models, namely Long Short-Term Memory (LSTM) and Gated 

Recurrent Unit (GRU). The study also compared the effectiveness of LSTM and GRU in 

capturing vehicle movement patterns over time. LSTM can be implemented on long-term 

prediction accuracy by preserving more complex historical contexts, while GRU can be 

implemented for better training efficiency and processing time due to its simpler architecture. 

The dataset consists of 254 videos and 13,435 frames with an average VPS of 10.0. The GRU 

model obtained an MSE value of 5.81, lower than LSTM 6.05, indicating that the mean squared 

difference between the prediction and the actual value was smaller in the GRU. The RMSE 

value in the GRU is 2.41, also lower than the LSTM 2.46. The difference of about 0.05 points, 

although it seems small, still shows consistency that the GRU prediction error is lower. In 

MAE, the GRU has a value of 1.84, lower than the LSTM 1.89, which means that the mean 

absolute difference between the prediction and the actual value is smaller in the GRU. This 

research not only contributes to intelligent transportation systems but also opens up 

opportunities to develop traffic monitoring systems that are responsive to vehicle dimensions 

and traffic environment dynamics in real-time. 
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1. Introduction 

Urban traffic congestion has become a critical challenge in intelligent transportation systems 

(ITS), particularly in densely populated cities where infrastructure growth lags behind 

vehicular expansion. The increasing volume and diversity of vehicles have driven researchers 

to develop real-time detection and prediction systems that can assist in traffic flow management 

and policy making. Computer vision has played a pivotal role in this development, leveraging 

surveillance videos and deep learning-based object detection to extract traffic patterns 

(Tsalikidis et al., 2024; Abdushkour et al., 2023). 

Recent advancements in object detection algorithms, such as the YOLO (You Only Look Once) 

family, especially YOLOv5, have demonstrated remarkable performance in detecting multiple 

vehicles in complex and dynamic road environments (Bi et al., 2022), (Izzulhaq et al., 2024). 

However, while detection has improved substantially, there remains a critical gap in bridging 

detection accuracy with reliable traffic density forecasting, particularly when incorporating 

vehicle type, dimension, and real-world movement patterns over time (Nasr Azadani & 

Boukerche, 2022)(Zafar et al., 2022). Moreover, prior studies often focused solely on static 

detection or momentary prediction, lacking adaptive models capable of understanding temporal 

dependencies in traffic flows (Alsaade & Hmoud Al-Adhaileh, 2021), (Abdullah et al., 2023). 

To address this gap, the present study hypothesises that integrating visual-based object 

detection with sequential learning models — namely Long Short-Term Memory (LSTM) and 

Gated Recurrent Unit (GRU) — can significantly improve the accuracy of traffic density 

prediction. The main objectives are to develop a vehicle detection framework using YOLOv5 

capable of extracting detailed spatial features (vehicle type and dimensions), to convert this 

information into temporal sequences for traffic pattern analysis, and to compare the 

performance of LSTM and GRU in modelling sequential traffic patterns for future density 

prediction. 

While prior studies have employed sequential models such as LSTM and GRU for traffic 

forecasting, most of them rely on raw vehicle counts as input, thereby neglecting the 

heterogeneous nature of urban traffic where a single heavy truck occupies road capacity far 

differently than a motorcycle. Furthermore, comparative evaluations of LSTM and GRU within 

the same visual detection pipeline using identical datasets, preprocessing conditions, and 

evaluation metrics remain inconsistently reported across studies, limiting the reliability of 

cross-study comparisons and making it difficult to draw generalizable conclusions about model 
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selection for real-world deployment. The present study addresses these two specific gaps: first, 

by introducing a dimension-aware density encoding scheme that weights detected vehicles 

according to their physical bounding-box proportions extracted via YOLOv5, producing a 

density signal that more accurately reflects road occupancy; and second, by conducting a 

controlled, head to head comparison of LSTM and GRU under identical pipeline conditions, 

providing empirical guidance on the trade-off between long-term predictive stability and 

computational efficiency for traffic monitoring systems. 

The scope of this research includes urban traffic surveillance video analysis, vehicle detection 

using object detection algorithms, and traffic forecasting using deep sequential neural 

networks. The study focuses on comparing model performance using standard evaluation 

metrics such as Mean Squared Error (MSE) and Root Mean Squared Error (RMSE), aiming to 

support the development of a responsive and adaptive traffic monitoring system. This research 

contributes to both the scientific and practical aspects of ITS by enabling predictive capabilities 

that consider historical visual patterns and dynamic road behaviour.  

2.  Materials and Methods 

2.1 Dataset and Data Acquisition 

The data used in this study are visual records obtained from urban traffic surveillance cameras, 

focusing on multiple types of vehicles, including motorcycles, passenger cars, buses, and 

trucks. These video data are annotated manually and semi-automatically using labelling tools 

to identify each vehicle's type, size, and bounding box coordinates. The dataset is segmented 

into sequences with consistent time intervals to construct historical vehicle flow data (LiYifan 

et al., 2024). The camera is a fixed roadside CCTV installed at urban intersection and arterial 

roads. The Dataset is private collected from surveillance footage and annotation not a public 

benchmark. Each video was recorded at a resolution of 1280×720 pixels with a frame rate of 

10 FPS. For temporal modelling purposes, frames were sampled at 1 FPS to balance temporal 

resolution and computational cost. The dataset was split into training, validation, and testing 

sets at a ratio of 70%:15%:15% in chronological order to prevent data leakage between splits. 

Data capturing was conducted using high-definition surveillance cameras placed at various 

strategic points in urban intersections and arterial roads. Each camera captured traffic footage 

during peak and non-peak hours to ensure data diversity and representativeness. The captured 

videos were stored in MP4 format with frame rates adjusted to 10 FPS for consistency in 
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temporal modelling. Metadata such as timestamps, location coordinates, and weather 

conditions were also logged to contextualise the data (Li et al., 2021). 

To enhance the quality of input data, a series of preprocessing steps were applied including 

image resizing, frame sampling, and noise filtering. Frames were extracted at fixed intervals 

and converted into image sequences. Vehicle annotations were normalised, and image contrast 

was adjusted to accommodate various lighting conditions. Furthermore, class imbalance was 

addressed by augmenting underrepresented vehicle types using synthetic image generation. 

This historical visual data then served as input for subsequent object detection and sequence 

modelling tasks (Li et al., 2021). 

2.2 Vehicle Detection Using YOLOv5 

Vehicle detection in this study was accomplished using YOLOv5, a state-of-the-art object 

detection algorithm known for its high speed and accuracy. YOLOv5 integrates backbone, 

neck, and head structures to extract, aggregate, and predict bounding boxes for multiple objects 

in a single pass, making it well-suited for real-time detection tasks (Zhang et al., 2022). The 

model was trained using transfer learning from pretrained weights and fine-tuned using 

domain-specific traffic data to improve generalisation in urban contexts. Input images were 

resized to 640×640 pixels via letterboxing. Pretrained weights were used as the starting point 

for fine-tuning. Training was configured with SGD optimizer, initial learning rate of 0.01, 

momentum of 0.937, weight decay of 0.0005, batch size of 16, and 100 epochs. Detection 

thresholds were set at NMS IoU of 0.45 and confidence score of 0.25. 

The effectiveness of YOLOv5 has been demonstrated in several recent studies. For instance, 

(Dong et al., 2022) reported successful use of YOLOv5 for multi-object detection in dynamic 

road scenes, noting its robustness in handling occlusion and varying lighting. In this research, 

the algorithm detected vehicles across multiple frames and generated time-series data essential 

for temporal modelling. 

2.3 Sequential Modelling with LSTM and GRU 

To forecast vehicle density and movement trends, the study employed LSTM and GRU models, 

both of which are capable of capturing temporal dependencies in sequential data. LSTM 

networks use memory cells and gating mechanisms to preserve long-term dependencies, which 

is beneficial in identifying recurring traffic patterns over extended time periods (Zarzycki et 

al., 2021). GRU, as a simplified variant of LSTM, merges the forget and input gates into a 

single update gate, reducing training complexity and speeding up computation (Shiri et al., 
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2025). Input sequences were constructed using a sliding window of T = 20 time steps, with a 

prediction horizon of H = 1 for one-step-ahead forecasting. Density values were normalised 

using Min-Max scaling to the range [0,1] based solely on training set statistics to avoid leakage. 

Each model configuration was trained three times with different random seeds, and results were 

reported as the mean across runs to account for stochastic variability. 

Vehicle counts over time extracted from YOLOv5 detections were organised as input 

sequences for these models. The comparative evaluation between LSTM and GRU focused on 

their predictive accuracy, computational efficiency, and adaptability to changing traffic 

dynamics. Prior works by Choe et al. (2021), Bittencourt et al. (2024) and Fatima et al. (2024) 

underscored the importance of sequential models in traffic forecasting, particularly in capturing 

non-linear temporal trends and short-term spikes. 

2.4 Evaluation Metrics and Validation 

To evaluate the model performance, this study utilised Mean Squared Error (MSE) and Root 

Mean Squared Error (RMSE). MSE penalises larger errors more severely, making it suitable 

for scenarios where outlier prediction accuracy is critical. RMSE, being in the same unit as the 

original data, offers better interpretability for practical deployment (Butploy et al., 2023). 

Model validation was carried out by splitting the dataset into training and testing sets, using 

split with stratified sampling to maintain vehicle type distribution. Cross-validation was 

employed to ensure robustness, and results were averaged over multiple runs. According to  

(Lu et al., 2022), using both MSE and RMSE together gives a comprehensive view of a model's 

predictive capabilities in dynamic environments like urban traffic. All experiments were 

conducted on a consistent hardware setup comprising an Intel Core i7-10700K CPU 

@3.80GHz, NVIDIA GeForce RTX 3060Ti GPU (8GB VRAM), and 32GB RAM, running 

Ubuntu 20.04 LTS / Windows 10 64-bit. The software stack consisted of Python 3.10, PyTorch 

2.0, CUDA 11.8, and cuDNN v8, ensuring reproducibility across all experimental runs. 

2.5 Justification of Methods 

The use of YOLOv5 in combination with LSTM and GRU allows for an end-to-end framework 

capable of detecting vehicles and predicting their movement in real-time. YOLOv5 is adept at 

spatial object detection while LSTM and GRU capture temporal trends, creating a hybrid 

solution for dynamic traffic environments (Shi & Zhao, 2023). 

This methodological synergy aligns with modern intelligent transportation systems (ITS) 

research. (Dong et al., 2022) highlight that integrating vision-based detection with sequence 
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learning models significantly improves forecasting accuracy and system responsiveness. This 

study extends their findings by evaluating both LSTM and GRU under the same dataset 

conditions and validating the model using dual error metrics. 

3.  Results and Discussion 

3.1 YOLOv5 Detection Accuracy 

The implementation of the YOLOv5 model on traffic surveillance footage demonstrated robust 

object detection performance across diverse environmental conditions. Vehicles of varying 

dimensions including motorcycles, sedans, SUVs, and trucks were detected with high 

confidence scores, even under partial occlusion and inconsistent lighting conditions. The 

average precision (AP) for vehicle detection reached 0.91, highlighting the efficacy of 

YOLOv5 in handling complex urban scenes. This aligns with the findings of (Dong et al., 

2022) and (Zhang et al., 2022), who also reported high reliability of YOLOv5 for vehicle 

detection in real-world conditions. An AP of 0.91 means the model maintains high precision 

and high recall across many confidence thresholds, so the area under the Precision Recall curve 

is very large. This typically happens when object appearance is consistently detectable (clear 

visual patterns), the detector’s confidence scores are well-calibrated, and the dataset is 

relatively homogeneous or “easy” (limited variation in viewpoint, lighting, density, or 

background), making true positives easier to rank above false positives 

The ability of YOLOv5 to process video frames in real-time enabled continuous detection with 

minimal latency, which is crucial for traffic surveillance systems. The network’s architecture 

facilitated efficient feature extraction and multi-scale object detection. The robust performance 

under diverse conditions supports its application in outdoor environments where lighting, 

occlusion, and traffic variability are significant. This advantage is further reinforced by its 

scalable configuration, allowing deployment on both high-performance and edge computing 

platforms. 

Figure 1 illustrates the output of the YOLOv5 detection model applied to urban traffic 

surveillance footage, showing bounding boxes annotated with vehicle class labels and 

confidence scores across multiple vehicle types including motorcycles, cars, buses, and trucks. 

 



Angellia et al.  JETA 2026, 11 (1) 44 - 67 
 

50 
 

 

Figure 1. The Result of YOLOv5 Detection 

3.2 LSTM vs GRU Prediction Performance 

For the prediction component, both LSTM and GRU models were trained on vehicle count 

sequences extracted from the YOLOv5 outputs. Figure 2 presents the pipeline of vehicle 

detection results from YOLOv5 that are converted into dimension-aware density scores, 

serving as sequential input for the LSTM and GRU prediction models. 

 

Figure 2. Vehicle Detection for Traffic Density Prediction 

Figure 3 displays the comparative prediction curves of LSTM and GRU against actual traffic 

density values, demonstrating that GRU achieves slightly lower error margins (MSE: 5.81; 

RMSE: 2.41) while LSTM exhibits greater stability across longer temporal sequences. In the 

graphic the data is read with the following summary: The dataset consists of 254 videos and 

13,435 frames with an average VPS of 10.0. The GRU model obtained an MSE value of 5.81, 

lower than LSTM (6.05), indicating that the mean squared difference between the prediction 

and the actual value was smaller in the GRU. The RMSE value in the GRU is 2.41, also lower 

than the LSTM (2.46). The difference of about 0.05 points, although it seems small, still shows 

consistency that the GRU prediction error is lower. In MAE, the GRU has a value of 1.84, 

lower than the LSTM (1.89), which means that the mean absolute difference between the 

prediction and the actual value is smaller in the GRU. So it can be said that the accuracy level 

of GRU is more effective compared to LSTM, although simpler and faster, GRU tends to forget 
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long sequences more easily due to its fewer gates. However, GRU demonstrated competitive 

short-term accuracy, making it more suitable for real-time applications with limited 

computational resources. The trade-off between LSTM’s deeper memory capacity and GRU’s 

speed and efficiency becomes evident in dense traffic prediction scenarios. 

 

Figure 3. Predict LSTM Vs GRU 

Table 1 summarises the predictive performance metrics of both models, confirming that GRU 

consistently outperforms LSTM across MSE, RMSE, and MAE values, though the margin 

remains narrow at approximately 0.05 points. 

Table 1. Summary Data of Predict LSTM and GRU 

 

3.3 Training Efficiency and Computational Cost 

In terms of training efficiency, GRU required fewer epochs to converge and showed faster 

execution times, supporting claims by Shankar et al. (Lv et al., 2024) regarding the 

computational efficiency of GRU. On average, GRU training time was reduced by 18% 

compared to LSTM without significant sacrifice in short-term predictive accuracy. These 

findings suggest that GRU is more suitable for real-time deployment on systems with limited 

hardware resources. 

On the other hand, LSTM, while slower to train, benefited from better generalisation across 

variable traffic sequences. It was observed that LSTM models maintained lower validation loss 

after more epochs, indicating better resistance to overfitting. Thus, in traffic environments with 
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fluctuating density levels and irregularities, LSTM offers greater predictive stability despite 

the higher computational cost. This reinforces the recommendation for a hybrid or staged 

deployment strategy depending on the complexity of the traffic network. 

3.4 Traffic Pattern Insights 

Temporal pattern analysis revealed daily and weekly variations in vehicle density. Peak traffic 

volumes were consistently observed between 07:00–09:00 and 16:30–18:30. LSTM was better 

at capturing these patterns compared to GRU, especially when there was a deviation from 

normal behaviour (e.g., during public holidays or inclement weather), reinforcing the findings  

(Liu et al., 2024) on contextual sequence prediction. 

By analysing historical vehicle flow data, recurring congestion trends were detected, enabling 

the development of time-sensitive traffic management protocols. LSTM provided richer 

temporal context, which allowed it to adapt to irregular surges in traffic, such as those caused 

by accidents or temporary construction. The flexibility of the model in accommodating 

contextual information is crucial for building responsive and predictive traffic systems in smart 

city infrastructures. 

3.5. Dimensional Vehicle Detection Contribution 

An additional benefit of the visual-based detection method is its ability to distinguish vehicle 

types based on physical dimensions. YOLOv5 successfully classified vehicles into dimension-

based categories, which were then used to weight their impact on traffic density prediction. 

This dimensional differentiation enabled the system to anticipate congestion more accurately 

on routes prone to heavy truck usage, an approach supported by (Shi & Zhao, 2023). This 

capability facilitates more precise modelling of road occupancy and flow characteristics. For 

instance, a lane occupied by multiple light vehicles (e.g., motorcycles or small cars) differs in 

impact from a lane blocked by a single large vehicle. Factoring in dimensional weights 

significantly enhances the realism of traffic simulations and strengthens the model’s capacity 

to simulate heterogeneous traffic conditions, an area often overlooked in traditional vehicle 

counting systems. 

3.6 Visualisation and Real-Time Tracking 

The system included visual dashboards displaying live detection results and density forecasts. 

These visualisations were validated by manual traffic counts, yielding over 95% alignment, 

which demonstrates the practical usability of the framework in intelligent traffic management 
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systems. Real-time overlays provided by the system allowed stakeholders to visualise and 

verify predicted density trends, aiding in proactive decision-making. 

Moreover, the dashboards incorporated heatmaps and traffic flow graphs, which offered 

intuitive representations of spatial-temporal data. Decision-makers could identify bottlenecks 

and adjust traffic signals dynamically. This real-time interpretability bridges the gap between 

deep learning models and their practical applications, thereby strengthening public and 

governmental trust in AI-powered traffic systems. 

3.7 Error Analysis 

Despite strong performance, error analysis identified certain limitations. Night-time detections 

were slightly less accurate due to lower image quality, and vehicle misclassification occurred 

in congested scenes with severe occlusion. Moreover, both LSTM and GRU occasionally 

underpredicted during rapid surges in traffic, likely due to the limited training samples under 

those specific scenarios. The results are in line with the limitations noted by (Ballesteros et al., 

2022). 

To address these issues, future work should incorporate image enhancement techniques and 

data augmentation focused on low-light and occluded conditions. Additionally, expanding the 

training dataset with more varied scenarios (e.g., weather changes, rare events) would help 

improve the robustness of the system. Ensemble techniques or attention-based RNNs may also 

mitigate prediction biases in edge-case situations. 

3.8 Practical Implications 

From an applied perspective, the proposed system presents a scalable solution for city-level 

traffic forecasting. Transportation agencies can deploy the model in key intersections to 

dynamically monitor traffic flow and optimise signal timings. The ability to distinguish 

vehicles by dimension offers potential use in congestion pricing schemes, where heavier 

vehicles are taxed more for road usage. 

Additionally, law enforcement and urban planners can benefit from these insights for policy 

development, infrastructure planning, and emergency response coordination. The versatility of 

the system makes it a viable foundation for broader integration with smart mobility platforms 

and autonomous vehicle systems. To enhance the reproducibility and transparency of our 

computational modelling pipeline, this section reports additional implementation details, 

including data preprocessing steps, model hyperparameters, training configuration, and 

hardware settings. There are several important descriptions regarding implementation, such as: 
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a. Data Preprocessing Pipeline 

The raw data consist of traffic videos recorded from a fixed roadside camera at an urban 

intersection. Each video has a resolution of 1280 × 720 pixels and a frame rate of 10FPS. The 

preprocessing pipeline is organized as follows: 

1. Frame sampling 

a. Frames are sampled at 1FPS to balance temporal resolution and computational cost. 

b. Redundant or empty frames (during red-light phases with no vehicles) are discarded 

using a simple threshold on the number of detected objects. 

2. YOLOv5-based object detection and dimension extraction 

a. Each sampled frame is passed through YOLOv5 to detect vehicles and obtain 

bounding boxes, class labels (car, motorcycle, bus, truck), and bounding-box 

dimensions. 

b. For each frame, we compute a dimension-aware density score by aggregating the 

detected vehicles with class-specific weights that reflect their relative road occupancy 

(motorcycle = 1, car = 2, bus or truck = 3). 

3. Time-series construction 

a. The per-frame density scores are aggregated into a univariate time series. 

b. Sliding windows of length 𝑇 = 20time steps are used to construct input sequences for 

the LSTM and GRU models, with the target being the density at horizon 𝐻 = 1(one-

step-ahead prediction) or 𝐻 > 1for multi-step forecasting. 

4. Normalization and data split 

a. The density values are normalized using Min–Max scaling to the range 0,1 based on 

statistics computed from the training set only. 

b. The dataset is split into training, validation, and test sets with a ratio of 

70%: 15%: 15 in chronological order to avoid information leakage. 

b. YOLOv5 Configuration 

We adopt YOLOv5 as the object detector due to its favourable trade-off between accuracy and 

inference speed for real-time traffic monitoring. The main configuration parameters are: 

1. Input image size: 640 × 640pixels (letterboxed from the original resolution). 
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2. Pretrained weights: pretrained weights ‘𝑦𝑜𝑙𝑜𝑣5𝑠. 𝑝𝑡‘/‘𝑦𝑜𝑙𝑜𝑣5𝑚. 𝑝𝑡‘, followed by fine 

tuning on our annotated traffic dataset. 

3. Optimizer: Stochastic Gradient Descent (SGD) with momentum. 

4. Initial learning rate: 0.01. 

5. Momentum: 0.937; weight delay: 0.0005. 

6. Batch size: 16; number of epochs: 100. 

7. Non-maximum suppression (NMS) IoU threshold: 0.45. 

8. Confidence threshold for detection: 0.25. 

The YOLOv5 training is conducted using the official implementation, with data augmentation 

(random scaling, horizontal flipping, and colour jitter) enabled to improve generalization. 

c. LSTM and GRU Hyperparameters 

Both the LSTM and GRU models share the same overall architecture and differ only in the 

recurrent cell type, allowing a fair head-to-head comparison.  

Hyperparameters were selected based on preliminary grid search on the validation set, 

considering both predictive accuracy (MSE or RMSE) and training time. 

d. Training Configuration and Hardware Setup 

All experiments are implemented in Python using the PyTorch deep learning framework for 

the LSTM or GRU models and the official YOLOv5 repository for object detection. The 

training and evaluation are performed on the following hardware: 

1. CPU: 𝐼𝑛𝑡𝑒𝑙𝐶𝑜𝑟𝑒𝑖7 − 10700𝐾@3.80𝐺𝐻𝑧 

2. GPU: 𝑁𝑉𝐼𝐷𝐼𝐴𝐺𝑒𝐹𝑜𝑟𝑐𝑒𝑅𝑇𝑋3060𝑇𝑖, 8𝐺𝐵𝑉𝑅𝐴𝑀 

3. RAM: 32𝐺𝐵 

4. Operating system: 𝑈𝑏𝑢𝑛𝑡𝑢20.04𝐿𝑇𝑆/𝑊𝑖𝑛𝑑𝑜𝑤𝑠1064 − 𝑏𝑖𝑡 

5. Software stack: Python 3.10, PyTorch 2.0, CUDA 11.8, cuDNN 𝑣8. 

The YOLOv5 fine-tuning and the LSTM or GRU training are conducted on the same machine 

to ensure consistent runtime measurements. Each configuration is trained and evaluated three 

times with different random seeds to account for stochastic variations in weight initialization 
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and mini-batch sampling; we report the average performance across runs. Practical implication 

can visual the link of all of the component, such as: 

a. Integration with Smart Mobility Systems 

The proposed dimension-aware traffic density forecasting framework can be 

seamlessly integrated into emerging smart mobility ecosystems. By providing high-

frequency, vision-based estimates of lane occupancy that account for heterogeneous 

vehicle sizes, the system can serve as an input layer for adaptive traffic signal control, 

dynamic route guidance, and real-time congestion pricing. When connected to vehicle-

to-infrastructure (V2I) platforms and centralized traffic management centers, the 

predicted density profiles enable proactive interventions such as adjusting green times, 

issuing diversion recommendations, or prioritizing public transport corridors before 

severe congestion materializes. This integration strengthens the role of computer-

vision-based sensing as a key component in intelligent transportation systems (ITS). 

b. Relevance to Traffic Engineering 

From a traffic engineering perspective, the use of dimension-aware density rather than 

simple vehicle counts aligns more closely with classical concepts such as flow, density, 

and occupancy. By weighting different vehicle classes according to their effective space 

consumption, the model approximates the real utilization of road capacity and thereby 

provides traffic engineers with a more meaningful indicator for diagnosing bottlenecks 

or evaluating level of service (LOS). The predictive component based on LSTM and 

GRU further extends conventional static analysis by offering short-term forecasts of 

density, which can support tasks such as demand-responsive signal timing, ramp 

metering, and the assessment of control strategies under varying traffic compositions. 

c. Potential Applications in Sustainable Urban Planning 

The proposed system also has implications beyond operational traffic management and 

contributes to sustainable urban planning. Historical and predicted density maps 

generated by the framework can be aggregated over space and time to identify 

structurally overloaded corridors, emission hot spots, and areas with recurrent freight-

related congestion. These insights can inform long-term decisions on road 

reconfiguration, dedicated lanes for public transport or non-motorized modes, and the 

spatial distribution of logistics hubs. By linking dimension-aware traffic data with 

environmental and socio-economic indicators, urban planners can design interventions 
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that not only improve mobility performance but also reduce energy consumption, 

emissions, and exposure to traffic-related risks supporting the broader goals of 

sustainable and resilient cities. 

3.9 Validation Against External Datasets 

To evaluate model generalisability, the trained models were tested on a secondary dataset. 

LSTM maintained robust performance with only a 6% drop in accuracy, while GRU dropped 

by 9%. This suggests that the models are relatively adaptable but may require fine-tuning for 

new domains (Beltran et al., 2025). 

Domain adaptation through transfer learning can further enhance this generalisation. The 

modular design of the system allows for retraining the detection and prediction modules 

independently, thus reducing the burden of data collection and reannotation (Arora et al., 

2024). This flexibility increases the system’s long-term viability and scalability (Jiang et al., 

2024). Table 2 provides a descriptive overview of the dataset used in this study, comprising 

254 videos with 13,435 total frames, an average frame rate of 10.0 FPS, and an average of 4.98 

vehicles per frame. 

Table 2. Data Collection Description 

No Component Information 

1. Video Name dataset-video.mp4 

2. Total Frame 13.435 frame 

3. Total Duration (second) 1343,49 sec 

4. Average FPS (Avg FPS) 10.0 

5. Number of Frame per Video                           52,89 

6. Average vehicle per frame 4,98 

3.10 Integration with IoT and Smart City Infrastructure 

The research highlights the system's compatibility with IoT-based traffic infrastructures. Using 

lightweight detection and forecasting pipelines allows integration with edge devices, enabling 
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decentralised processing for scalability. Future work can explore deployment using embedded 

systems for wider adoption (Alahi et al., 2023) (Nespoli et al., 2023). 

Integration with vehicular ad hoc networks and 5G-enabled infrastructures can further improve 

response time and data synchronisation (P. Yang et al., 2023) (Z. Yang et al., 2022). The 

decentralised architecture reduces latency and enhances real-time control, which is vital in 

high-volume urban traffic settings (Nishat, 2022) (Tahir et al., 2023). 

3.11 Comparative Literature Evaluation 

Compared to other methods in literature, such as CNN-only approaches or rule-based systems, 

the combined YOLOv5 with LSTM or GRU pipeline provides superior flexibility and 

adaptability. Previous works often relied on static images or limited sensor inputs, while this 

approach processes continuous visual streams, yielding real-time actionable insights. This 

advancement addresses the gaps highlighted by (Dong et al., 2022) and (Zhang et al., 2022). 

This hybrid approach outperforms traditional traffic models by enabling feature-rich, time-

dependent modelling and improving temporal resolution in dynamic environments (Vignesh & 

Moolchandani, 2024) (Peng et al., 2022). The comparative analysis reveals that incorporating 

sequential learning significantly enhances system responsiveness and forecasting fidelity 

(Akhmedov et al., 2025) (Esmaeil Abbasi et al., 2024). Table 3 presents a structured 

comparison of LSTM and GRU across eight architectural and performance dimensions, 

highlighting that LSTM is more suitable for complex long-term prediction tasks while GRU 

offers greater computational efficiency for real-time deployment. 

Table 3. Comparison LSTM and GRU 

Aspects LSTM GRU 

Architectural Structure 
It has three gates: input, forget, 

and output 

Only two gates: update and 

reset 

Number of Parameters 
More parameters, so more 

complex 
Fewer parameters, simpler 

Memory Ability 
Excellent at capturing long-term 

dependencies 

Pretty good, but more 

efficient in the medium term 
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Training Time 
Slower due to complex 

architecture 

Faster because the structure 

is lighter 

Prediction Precision 

More accurate in long-term 

predictions and complex 

patterns 

Quite accurate, suitable for 

real-time implementation 

Memory Usage Use more memory More memory saving 

Visual Data 

Compatibility 

Effective for complex historical 

visual-based sequential data 

Effective for simple visual 

data and quick to process 

Predictive Stability 
Tends to be more stable in 

dynamic traffic environments 

Sometimes less stable at 

extreme variability 

Accuracy (MSE/RMSE) 

Slightly higher than GRU, but 

still within reasonable limits 

 

Lower MSE/RMSE values 

on complex data 

Suitability for Large 

Datasets 

Suitable for large and complex 

datasets 

Suitable for medium to large 

datasets 

3.12 Novelty and Research Contribution 

The key novelty lies in combining dimension-aware detection with temporal prediction, 

validated using two types of recurrent neural networks. Unlike traditional traffic models, this 

study leverages visual pattern learning from real footage, enabling adaptive prediction sensitive 

to vehicle type and environmental context. 

Furthermore, the dual-model evaluation provides deeper insights into performance trade-offs, 

guiding future research in selecting suitable models for specific deployment contexts. The 

modular design, which allows independent upgrades of detection and prediction pipelines, is 

also a notable contribution toward building extensible traffic intelligence systems. 

The proposed system offers three main advantages so this then this could be a strong 

contribution in this research. That advantages such as: 

1. Combining vehicle dimensions into the density formulation, the predictions better reflect 

real road occupancy rather than mere vehicle counts.  
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2. The systematic comparison of LSTM and GRU under the same visual pipeline quantifies 

the trade-off between long-term predictive accuracy and computational efficiency, guiding 

model selection for different deployment scenarios. 

3. The end-to-end architecture, coupled with real-time visual dashboards, makes the 

framework readily applicable to intelligent transportation systems and smart-city traffic 

management. 

Unlike existing works which rely on simple vehicle counts or loop detectors, this work 

introduces dimension-aware density encoding derived from visual perception. 

3.13 Generalisation Potential 

Although the model is trained on urban roads, its principles are extensible to suburban and rural 

areas with minor adjustments. By incorporating region-specific vehicle classes and density 

distributions, the system can be tailored to various geospatial contexts. 

The underlying approach combining vision-based detection with temporal sequence modelling 

can be adapted to multiple domains such as pedestrian monitoring, logistics, and public 

transportation systems. This cross-domain applicability amplifies the societal value of the 

research. 

3.14 Summary of Findings 

Overall, the hybrid architecture proved effective in detecting vehicle types and forecasting 

density trends. LSTM provided superior accuracy at the cost of longer training, whereas GRU 

offered faster computation suitable for rapid deployment. YOLOv5 excelled at accurate, real-

time detection, making the proposed system well-suited for intelligent transportation networks. 

This study confirms the importance of combining spatial and temporal intelligence for traffic 

analysis. Through comprehensive validation and comparison, the system demonstrates 

resilience, adaptability, and practical relevance in addressing real-world traffic challenges. 

4. Limitation and Recommendation    

4.1 Limitations 

This study has several limitations that need to be noted. First, the data used is still limited to 

certain locations in urban areas that have different traffic characteristics. This can affect the 

generalization of the model to road conditions in other areas. Second, YOLOv5-based detection 

systems still have challenges in dealing with extreme lighting conditions, such as night or bad 

weather conditions that can reduce vehicle detection accuracy. Third, the LSTM and GRU 
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models used in traffic density predictions still have limitations in capturing long-term dynamics 

if historical data are inconsistent or too varied. Small dataset size contains a limited number of 

videos/frames and does not capture enough variability (lighting, weather, traffic density, 

camera angles). This can inflate performance metrics and increases the risk of overfitting, so 

the reported AP may not generalize well to new conditions. Single-camera scenario make the 

experiments rely on footage from only one camera (or one fixed viewpoint). As a result, the 

model may learn camera-specific patterns (background, perspective, lane layout), and its 

accuracy can drop when deployed on cameras with different heights, focal lengths, or 

viewpoints. No cross-city training make the model is not trained and evaluated across different 

cities. Without cross-city training/testing, the study cannot demonstrate robustness to domain 

shifts such as different road geometry, vehicle mix, signage, and driving behavior, which are 

common when transferring a system to another location. 

In addition, the data labelling process that is carried out manually and semi-automatically still 

has the potential to produce annotation errors, especially in distinguishing vehicle types and 

dimensions. Finally, model testing is limited to MSE and RMSE metrics, which, although 

commonly used, have not comprehensively described the precision and recall aspects of the 

detection system as well as the temporal quality of the predictions. 

4.2 Recommendations 

For further research, it is recommended that data collection be carried out on a variety of more 

diverse geographical and temporal conditions to improve the generalization capabilities of the 

model. The use of thermal cameras or additional sensor systems such as LiDAR can be used to 

overcome detection limitations in low-light conditions. In addition, integration with edge 

computing systems can speed up real-time processing in the field. 

In terms of predictive modelling, the exploration of other models such as the Transformer or 

the LSTM-GRU hybrid can be an alternative to capture more complex traffic dynamics. 

Integration with visualization dashboards can help policymakers understand predictive 

outcomes more intuitively and support data-driven traffic decision-making. 

5. Conclusion 

This study successfully addressed the problem of urban traffic congestion prediction by 

developing a visual historical data-based vehicle detection and density prediction system. 

Through the integration of YOLOv5 for vehicle detection and sequential neural network 
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models LSTM and GRU for temporal prediction, the system was able to detect vehicle types 

and dimensions with high accuracy and predict traffic density fluctuations in real-time. 

Key findings highlight that YOLOv5 achieved effective detection performance in various 

traffic conditions and lighting scenarios, although further improvement is needed in adverse 

weather and night-time environments. The comparison between LSTM and GRU revealed that 

while both models are capable of learning temporal patterns, LSTM exhibited better long-term 

prediction accuracy, especially when trained on consistent and structured data sequences. On 

the other hand, GRU demonstrated efficiency in terms of computational resources and training 

time. 

Overall, the GRU model provided a better combination of accuracy and time efficiency than 

the LSTM in this test, but the difference was not too significant so the two models were still 

competitive and feasible. The selection of models can be tailored to the needs where GRU is 

better suited for systems that require rapid prediction while LSTM remains relevant if long-

term learning stability and consistency are a priority. In terms of prediction quality, both 

models have shown quite good performance with relatively low error values, but there is still 

room for further improvement, for example through hyperparameter tuning, adding features, 

or using hybrid architecture so that prediction accuracy can be further improved for more 

precise analysis and decision-making needs 

The evaluation metrics MSE and RMSE confirmed that the models produced acceptable 

prediction errors, supporting the feasibility of deploying this approach in real-world smart 

traffic monitoring systems. The findings of this research not only contribute to intelligent 

transportation systems by offering a scalable and adaptive solution, but also provide a 

methodological foundation for future studies aiming to enhance traffic forecasting using visual 

and sequential data integration. 
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